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EXECUTIVE SUMMARY
This document presents the design of the pervasive monitoring system (PMon), which is an integral
component of the PANACEA cloud management solution. The main purpose of PMon is to support
proactive and autonomic management of cloud resources by providing fine-grained monitoring data in
a timely manner without excessive overhead. In our previous work, the requirements of such a
pervasive monitoring system were identified as pervasiveness, elasticity, accuracy, timely delivery,
and scalability. In this document, we present an agent-based design for PMon that addresses these
requirements.
The main innovation of PMon is to adaptively prioritize which resources to monitor in the cloud in
order to balance accuracy and overhead. This is achieved by the application of machine learning
methods based on random neural networks (RNN), which are used to learn which parts of the cloud
are exhibiting significant changes in the metrics of interest, and to focus the monitoring on those
resources, therefore providing up-to-date information about changes in the cloud while keeping the
overhead low.
PMon consists of monitoring agents (MA) and monitoring managers (MM). This document presents
the design of the MA and the MM, and describes how virtual monitoring systems (VMS) are
constructed via monitoring overlays in the form of trees in order to monitor the physical infrastructure
and the services running on the cloud. We also present how inter-cloud monitoring is achieved via the
application of overlays composed of the inter-cloud MM and the intra-cloud MMs. The document also
presents a roadmap for the development and evaluation of PMon, and discusses how it will be
integrated into the PANACEA cloud management solution using the selected use cases.
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1 THE PERVASIVE MONITORING SYSTEM
1.1

The monitoring architecture

The role of the pervasive monitoring system (PMon) within the PANACEA cloud management
solution is to collect measurements from physical hosts, virtual machines, services and applications,
and provide the monitoring data to the entities that make management and allocation decisions based
on the observed conditions of the cloud, such as the autonomous service and the cloud managers
developed within PANACEA. The innovation of the pervasive monitoring system is to adaptively
prioritize which nodes to monitor in the cloud, thereby achieving low overhead while providing timely
delivery of fine-grained monitoring data and high accuracy of the representation of the cloud, which
enables better, i.e., more responsive and closer to optimal, management and allocation decisions to be
made. The innovation is primarily achieved by using machine learning techniques based on random
neural networks (RNN) [3-7] that continually learn which parts of the cloud are changing the most,
and focusing the monitoring on those areas as needed.
In this document, we present the agent-based design of the pervasive monitoring system, of which the
main purpose is to support the proactive and autonomous management of cloud resources by providing
fine-grained monitoring data in a timely manner without excessive overhead. In D2.1 [1], the
requirements of such a pervasive monitoring system were identified as pervasiveness, elasticity,
accuracy, timely delivery, and scalability. Pervasiveness refers to the requirement that the monitoring
system needs to collect measurements from a variety of physical and virtual resources at different
cloud layers. Elasticity is the ability of the monitoring system to accommodate macro-changes in the
cloud effortlessly, including run-time discovery of resources to monitor, e.g., new virtual machines
(VMs), and VMs that migrate. This is an important requirement for PMon since one of the main
functions of the PANACEA cloud management solution is software rejuvenation, where the system
detects that a running service will fail in the near future, and rejuvenates its VM. The monitoring
system needs to be able to follow such changes easily. Accuracy is defined as the correctness of the
representation of the cloud provided by the monitoring data, and is mainly influenced by whether
important changes in the cloud are reflected in the monitoring data in a timely manner. This
requirement is therefore linked to the requirement of timely delivery of monitoring data, where data
from the monitored resource should reach the users of the data quickly in order to enable responsive
management. Scalability is the ability of the monitoring system to accommodate a growing workload,
which is due to both the high number of resources and the number of metrics that need to be
monitored. The pervasive monitoring system needs to efficiently collect data from many probes
without impairing the normal operations of the cloud.
We adopt an agent-based design approach for PMon in order to meet these requirements. As discussed
in D2.1 [1], agent-based monitoring solutions are attractive as they provide flexible monitoring
architectures that can be adapted to changes in the cloud. In our proposed design, PMon consists of
monitoring agents (MA) and monitoring managers (MM), as shown in Figure 1. The MAs are located
on the physical hosts and the VMs, and therefore have access to measurements from the physical
infrastructure and also from within the virtual machines, i.e., from the services and applications
running within the VMs. Each MA implements one or more probes that periodically collect
measurements, and it locally monitors metrics and records measurements related to the physical
infrastructure and the services and applications running on the cloud to a local round robin database
(RRD). The MA leverages existing software tools for collecting and storing measurements. In this
report, we provide a design of the MA where collectd and RRDtool are integrated to the agent, and
build upon them to provide the intelligent monitoring and communication functions. The core
functions of the monitoring system are independent of the particular tools, and thus it can function by
using other equivalent or better software packages. The decision on the best such tools for the
integrated PANACEA system will be done in the integration steps. The monitoring activities of the
MAs are controlled by the MM as discussed below.

© PANACEA Consortium 2013
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The MM implements the control and data collection functions of the monitoring system, and provides
an interface to PMon. The MMs collect the monitoring data from the MAs in an innovative way, and
provide it to the interested entities, e.g. the autonomic cloud managers and the service managers, via a
local round robin database. The MMs employ the innovative RNN-based monitoring method in order
to dynamically select which parts of the cloud to monitor. Each MM controls a set of MAs, activating,
reconfiguring, and deactivating measurements at MAs as necessary. The MM also provides the
interface between PMon and the components that use the monitoring data, i.e., the cloud management
software. The design of the monitoring manager and its interaction with the MAs and with external
software, i.e., the users of the monitoring data, are presented in Section 3.

Figure 1: The agent-based architecture of the pervasive monitoring system (PMon). PMon consists of monitoring
agents (MA) and monitoring managers (MM), connected through an intra-cloud monitoring overlay network.
Each monitoring overlay constitutes a virtual monitoring system (VMS).

In order to provide scalability, PMon constructs intra-cloud monitoring overlays in the form of trees,
where the MM is the root node and the MAs are the intermediate and leaf nodes, as shown in Figure 2.
These trees have a maximum height of three in order to keep the latency of data collection low. Each
monitoring overlay comprises a virtual monitoring system (VMS). In each cloud, there is one VMS for
monitoring the physical infrastructure, and one VMS per managed service for monitoring the service
and its component applications. Section 4 discusses the monitoring overlays and the VMS in more
detail.
The overlay concept is extended to enable inter-cloud monitoring, where an overlay tree of height one
is constructed, consisting of the inter-cloud MM at the root, and the intra-cloud MMs as the leaf nodes.
How inter-cloud monitoring is supported via this overlay is described in Section 5.
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Figure 2: An example intra-cloud monitoring overlay in the form of a tree. Each monitoring overlay comprises a
virtual monitoring system (VMS). There is one VMS to monitor the physical infrastructure of the cloud, and one
VMS per service that needs to be monitored. In a VMS, a monitoring manager (MM) forms the root node, and
controls the monitoring activities of the constituent monitoring agents (MA), which form the intermediate nodes
and the leaves of the tree. The height of any overlay tree is limited to three in order to keep the delay of data
collection low, as discussed in Section 4.

1.2

Integration in the PANACEA architecture

The monitoring system is designed as a stand-alone component that provides monitoring functions to
third party software. However, it is an integral part of the PANACEA cloud management solution
since it provides essential monitoring data required for proactive and autonomous cloud and service
management functions. The interaction between the service and cloud managers of the PANACEA
solution and the monitoring system occurs through the MMs, as shown in Figure 3 and Figure 4. In
this architecture, the autonomic service manager (ASM) handles the proactive and autonomic
management of services and applications through the interface provided by the cloud manager. The
autonomic cloud manager (ACM) is responsible for managing the physical infrastructure, e.g., the
placement and migration of VMs over the hosts. It achieves its functions via the self-awareness and
self-configuration module, and by using the monitoring data provided by PMon. Both the ACM and
the ASMs run in VMs.
For management functions that need information on the physical infrastructure, i.e., for cloud
management, the ACM interacts locally with the infrastructure VMS’s MM. The MM provides an API
that allows the cloud manager software to register to and de-register from monitoring services; since
this API provides remote access to the MM, the MM and the ACM do not need to be located on the
same VM or host. However, in order to keep the overhead of accessing the monitoring data low, we
place the ACM and the MM within the same VM, and therefore the cloud manager can communicate
with the MM locally, and has local access to the physical infrastructure’s monitoring data. The MM
notifies the ACM when the local database that stores the monitoring data is updated, and the ACM can
then read the data directly through the database whenever it wishes.
The same approach is used for the interaction between the ASMs and the monitoring system (see
Figure 4). Each service manager, named the proactive control module server (PCMS) in the figure, is
associated with a service VMS that is specific to the managed service and collects the required
monitoring data. In this case, the MAs of the VMS are located within the VMs running the
components of the managed service and the applications, and the MM is co-located with the ASM.
The interaction between the service manager and the MM occurs via the same API as used by the
cloud manager, and the reading of the monitoring data is achieved in the same way, by having the

© PANACEA Consortium 2013
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service MM notify the ASM, and the service manager then reading the local database directly at its
leisure. The proactive control module client (PCMC) also has local access to the monitoring data
collected by the co-located MA since the PCMC needs it in order to predict the time-to-crash and the
time-to-threshold of its local applications during the operational phase of the machine learning
framework, which is at the core of the ASM. The same interactions also support the learning phase of
the machine learning system, with the MAs of the service VMS recording measurements to a local
database, which is read by the PCMC. Which metrics to monitor are given to the service MM by the
PCMS, which are relayed to the service MAs by the MM.

Figure 3: The PANACEA cloud management architecture. The service manager handles the proactive and
autonomic management of services and applications through the interface provided by the cloud manager. The
cloud manager is responsible for managing the physical infrastructure, e.g., the placement and migration of VMs
over the hosts. The cloud manager runs in a VM that also hosts the MM of the physical infrastructure virtual
monitoring system. The cloud manager can therefore communicate with the VMS locally, and has local access to
the physical infrastructure’s monitoring data as collected by the VMS. The MAs of the VMS are located on the
physical hosts in order to have access to measurements from the physical layer.

Figure 4: The PANACEA service management architecture. There is a service manager (the PCMS) running
inside a controller VM for each managed service on the cloud, and an associated service virtual monitoring
system for the service. The service VMS MM is co-located with the PCMS so the PCMS can communicate with
the MM directly and read the monitoring data from all VMs locally by directly accessing the monitoring
database. The MAs of the VMS are located on the VMs in order to have access to measurements from the
services and applications. The PCMC reads the measurements collected by its co-located MA directly in order to
predict the time-to-crash and the time-to-threshold, but does not access the monitoring data of other MAs. If the
service manager requires monitoring data related to the physical infrastructure, then it registers its interest with
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the physical VMS MM of the cloud, and the monitoring data is then exchanged remotely between that MM and
the service manager.

In the next section, we present the design of the monitoring agent, and then in Section 3, we discuss
the design of the monitoring manager and how it collects the monitoring data from the MAs in a smart
way to provide a balance between accuracy and overhead.

© PANACEA Consortium 2013
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2 THE MONITORING AGENT
The monitoring agent (MA) is the core component of the pervasive monitoring system (PMon), and it
is a lightweight software module that is installed on the physical hosts and the virtual machines that
need to be monitored. The main functions of the MA are to periodically collect measurements from its
node, to store these measurements to a local round-robin database (RRD), and to communicate with its
monitoring manager (MM) for control and data collection operations. Since we want to be able to
provide fine-grained monitoring data from a number of metrics, the agent needs to be lightweight, i.e.,
it needs to be able to run a large number of probes for frequent collection of data without incurring a
significant overhead on its node. In D2.1 [1], we reviewed existing monitoring solutions and
determined that the collectd daemon [9] is the best candidate to provide the core data collection
functions of the MA, but that it needs to be supplemented by additional functions in order to support
the innovative pervasive monitoring approach proposed in PANACEA. We therefore use collectd as
the basis of the MA, and leverage related existing tools in order to ease the development process while
focusing on the main innovation of PMon, i.e., adaptive monitoring of the cloud by the application of
machine learning methods for self-configuration and self-optimization. The core functions of the MA
can operate with other software tools which are equivalent or better than the ones that are currently
used, and collectd and RRDtool are used as a concrete example on how local measurements are made
and stored by the MA.
The design of the MA is presented in Figure 5, which depicts the components that make up the MA as
described below.

Figure 5: The design of the monitoring agent. The main functions of the MA are to collect periodic
measurements from its hosting node, i.e., the physical host or the VM, to record these measurements to a local
round-robin database (RRD), and to communicate with its monitoring manager (MM) for control and data
collection operations. We leverage existing software components for the design of the MA, in particular the
collectd daemon and RRDtool, and supplement these components with the central controller component that
implements the agent management functions and communication operations for interaction with the MM and
other MAs.

2.1

The components of the monitoring agent

The monitoring agent consists of the controller, measurement, and recording components. The
measurement component is made up of the collectd daemon, the collectd.conf configuration file, the
collectdmon internal fault tolerance module, and the collectd probes that perform the measurements.
RRDtool and the round-robin database that stores the monitoring data make up the recording
component. The controller module manages the measurement component and reads the monitoring

© PANACEA Consortium 2013
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data from the recording component, while providing the interface for interactions with the monitoring
manager. We discuss the role and functions of each component next.

2.1.1 The measurements component
The measurements component is responsible for periodically collecting local measurements from the
node. The collectd daemon [9] is leveraged for this purpose, which uses plugins, i.e., probes, to
perform most of its measurement and recording operations. The collectd core is especially kept small
so that the main daemon does not have any external dependencies and therefore can run on any
POSIX-compatible platform, including Linux, UNIX, Mac OS X, FreeBSD, etc. Support for Microsoft
Windows is provided by SSC Serv [11], which is a native Windows service that implements collectd’s
functionality. Therefore, collectd is highly portable and supports all major operating systems
commonly running on clouds. In addition, the collectd daemon is implemented in C for performance,
and this allows it to have a low impact on CPU usage while supporting a low measurement period
(e.g., five seconds) for many concurrent probes, and thus enabling high resolution monitoring.
The plugins for collectd are categorized into three classes: read plugins, write plugins, and generic
plugins. Read plugins are used to collect and receive measurements, while write plugins are used to
record these measurements somewhere, or to send them over the network to other collectd instances.
Generic plugins allow collectd to execute external programs written in Python, Java, C, Perl, or as a
generic executable or script. A plugin can be both a read and a write plugin, e.g., the networking
plugin. The currently available plugins enable support for many system and application metrics; we
present the main metrics relevant to cloud and service management in Table 1 and Table 2.
Figure 6 shows a sample graph generated using data collected by collectd from CPU-related
measurements on a host, and Figure 7 shows a similar graph from the application plugin for the
Apache web server.
The measurements received by the collectd daemon through the read plugins can be either sent over
the network to other collectd instances, or written to persistent storage through the available write
plugins. In the design of the MA, we use round-robin databases (RRD) in order to store the collected
data locally at the measurement site. The collectd daemon writes the measurements to RRDs via
RRDtool, which is described in the following section. Note that despite its many read and write
capabilities, collectd provides only rudimentary support for notifications and thresholds, which are
going to be provided by the agent controller as discussed in Section 2.1.3.
The configuration of the collectd daemon and its plugins is done through the collectd.conf file, which
controls the behaviour of collectd and its probes. The most important option in this configuration file
is the LoadPlugin option since it tells collectd which plugins to load and also provides the options for
the plugins that ultimately define collectd’s behaviour. While some plugins do not have any options,
others will not function properly unless they are set-up through the configuration file. The agent
controller writes to the collectd.conf file in order to start and stop probes, and also to configure
collectd and its probes as presented in Section 2.1.3.
The final module of the measurements component of the MA is the collectdmon wrapper daemon,
which starts and monitors the collectd daemon. Its main purpose is to improve the reliability of
collectd by monitoring it and by automatically restarting it if it terminates without an explicit request
to do so. The agent controller starts and stops the collectd daemon through collectdmon so that if
collectd abnormally terminates due to an error during monitoring, it will be automatically restarted and
monitoring will not be interrupted.

© PANACEA Consortium 2013
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Table 1: The system metrics supported by collectd. These metrics are a sample of the system-related metrics
commonly used in cloud monitoring that are supported by collectd.

System metrics
CPU

Amount of time spent by the CPU in various states (executing user code,
system code, waiting for I/O, etc.)

Memory

Physical memory utilization (used, buffered, cached, free)
Virtual memory utilization (page faults, page-in and page-out to memory and
swap, etc.)
Swap utilization (free, used, cached)

Disk

Hard-disk read/write operations, in terms of number of operations, bytes and
I/O time

Network (overview)

Transmitted and received network traffic per interface (bytes per second,
packets per second, errors per second, and more detailed information such as
number of dropped packets, number of multicast packets, etc.)

Network (specific)

Protocol-specific network traffic information (byte and packet counters
matching selected rules that define the traffic based on network protocol, port,
interface, etc.
TCP information (number and state of TCP connections to or from a specified
port)

System load

Overview of the utilization of the machine, given as short-term (1 minute),
mid-term (5 minutes) and long-term (15 minutes) averages

Processes

Overview: number of processes, grouped by state (running, sleeping, zombie,
etc.)
Process-specific: Physical memory used, CPU usage, number of threads,
number of page faults, disk I/O, etc.

Table 2: A sample of the important application metrics supported by collectd

Application metrics
SQL databases

Executes SQL queries on a database and reads the result, which are converted
to value lists (measurements)
Supported DBs: MySQL, PostgreSQL, Oracle, SQLite, Firebird, Interbase,
Free TDS

Apache web server

Extracts information from the status module of the Apache web server:
number of bytes transferred, number of requests received, number of processes
and their states.

memcached

Number of connections and requests, CPU consumed, number of cached items,
number of threads, bytes sent and received

Other (custom)

Customized plugins can be developed for other application metrics using the
generic plugins.

© PANACEA Consortium 2013
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Figure 6: A sample graph of system-related monitoring data collected through collectd, showing the CPU
utilization of a host. A jiffy on the y-axis is the time unit used by the scheduler of the operating system in order
to manage processes. Linux kernels are typically configured to have 100 jiffies per second, but this is system
dependent.

Figure 7: A sample graph of application-related monitoring data collected through collectd, showing the number
of requests received by the Apache web server application in bytes/sec.

2.1.2 The recording component
The recording component of the MA handles the writing and storing of measurements collected by
collectd to persistent local storage. The MA uses circular buffer based databases called round-robin
databases (RRD), which is distinct from the concept of round-robin scheduling. The use of RRDs has
the advantage that it allows us to place a hard limit on the amount of local storage that will be used for
storing the monitoring data, thereby enabling easy control of storage-related overhead of the MA. The
recording component consists of RRDtool and the RRD files that store the monitoring data.
RRDtool [10] is software for creating, managing, writing to and reading from RRDs. Its main goal is
to support time-series data, such as CPU load measurements, and it also provides support for
generating graphs based on the stored data. One advantage of RRDtool is that it allows us to record
data at different resolutions based on the same high resolution measurements, enabling us to store
different views of the state of the system and the applications. For example, one RRD file can be used
to store 5-second measurements for 24 hours, 1-minute samples for a week, and also 5-minute samples
for a month, and so on, all based on the 5-second high resolution measurements.
RRDtool expects incoming data at a fixed interval, which is called a step. This interval is specified
when the RRD file is generated and cannot be changed afterwards. However, since data may not arrive
at exactly the expected intervals, RRDtool automatically interpolates the given data to fit its internal
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step structure; the way this interpolation is done is configurable at RRD file creation time. The value
stored in the RRD file, which may be interpolated, is called a primary data point (PDP). PDPs may be
consolidated by a given consolidation function (CF), forming a consolidated data point (CDP); typical
CFs are average, minimum, and maximum, although more complex CFs can be specified. After the
data has been consolidated, the CDPs are stored in a round-robin archive (RRA), which stores a fixed
number of CDPs and specifies how many PDPs are required to generate one CDP, the CF to use, and
similar RRA options. Thus the total time covered by an RRA is given by the formula
time covered = number of CDPs stored * number of PDPs per CDP * number of steps.
After this time, the RRA will wrap around, and the next insertion will overwrite the oldest entry,
similar to circular buffers. An RRD file may contain multiple RRAs in order to cover different
timespans at various resolutions, as mentioned above. The data retrieval functions of RRDtool
automatically select the RRA with the highest resolution that covers the requested timespan.
In the MA, the collectd daemon writes measurements received from its probes to different RRD files
via RRDtool, using one RRD file per metric. Therefore, a single probe collecting measurements from
a system resource, for example memory, may generate multiple RRD files, one for each metric. Each
RRD file may contain multiple RRAs, providing different views on the monitoring data. The agent
controller reads these measurements through RRDtool when it needs to access the monitoring data, for
example in order to reply to a received data collection request.

2.1.3 The agent controller
The agent controller manages the measurement component of the MA, starting and stopping the
probing activities via the collectd daemon, and implements the interface and related functions for
participating in monitoring activities within one or more VMSs as managed by the MMs. The agent
controller starts the collectd daemon through collectdmon when the MA is started. Based on
commands received from its MM, the controller updates the collectd.conf configuration file in order to
add, remove, and configure probes. When the configuration file is updated, the controller restarts
collectd so the changes take effect. The controller also reads the requested monitoring data from the
local RRD files via RRDtool in order to respond to data collection requests from the MM. In addition
to these functions, the controller also implements notification and threshold functions in order to
support MA-generated notifications requested by the MM by reverse dumb reports; these functions are
discussed in the next section.
The agent controller also implements the machine learning methods based on RNN that are used when
multi-level overlay trees are used in the monitoring solution, and participates in the overlay
construction and maintenance operations. These are discussed in Sections 3 and 4, respectively.

2.2

Operations of the monitoring agent

2.2.1 Installation, start-up and shutdown
The MA is provided as a software bundle that includes the agent controller and the required collectd
and RRDtool components, or the equivalent tools that are used for collecting and storing
measurements. For the proof-of-concept implementation, the MA will run on Linux-based operating
systems, but extending the MA to run on other operating systems should not require significant effort
due to its portability. We assume that the MA is installed on each physical host and VM that needs to
be monitored. The MA is implemented as a start-up job, i.e., service, so that it is automatically
launched by the operating system at boot time. Upon initialization, the MA reads its configuration file
for its initial setup, and the measurement component is configured and started by the agent controller,
which implements the main process of the MA.
After this initialization, the MA registers with the MM that is given in the configuration file, or if the
given MM is not reachable, then it uses a multicast address to register to an MM. After registration,
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the MA is ready to receive commands and participate in monitoring operations as managed by the
MM.
The MA has shutdown hooks which are called when the operating system informs the running services
and processes that it is going down. On graceful shutdown, the MA de-registers from all its MMs and
then stops the collectd daemon before finally exiting. On hard shutdowns, for example due to system
failures, the MA cannot de-register from the MMs or stop the collectd daemon. The latter is not an
issue as it does not affect future operations of the MA or the host, while the former is detected by the
MM as discussed in Section 3. These start-up and shutdown actions allow the MA to gracefully
migrate with its VM, improving elasticity of PMon.

2.2.2 Monitoring and communications
The local monitoring activities of the MA were described in the sections above when we presented the
components of the agent. The agent controller implements the necessary interface and communication
functions in order to receive commands from the MM in order to start, stop, and configure probes, and
to reply to data collection requests, e.g., smart reports, received from the MM. When multi-level
overlay trees are used, the MA can also act as an intermediate node, forwarding data requests received
from the MM to its neighbor(s), as well as participating in the overlay construction and maintenance
operations.
The communications between the MM and the MA are done via JSON-formatted messages with a
well-defined specification, similar to JSON-based RPC. Reliable UDP sockets are used for
communications in order to keep communication overhead and latency low.
Since most of the monitoring data is collected by the MM (pull-based monitoring) rather than sent by
the MAs (push-based monitoring), with the exception of reverse dumb reports, we discuss these
operations when we present the design of the monitoring manager in the next section.
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3 THE MONITORING MANAGER
The monitoring manager (MM) is the brain of the monitoring system, and it configures the monitoring
activities of the MAs and collects the monitoring data from them in an innovative manner in order to
balance monitoring overhead and accuracy. For each VMS, there is a MM that controls the VMS. For
physical monitoring, there will typically be a single VMS per cloud and therefore a single MM that
controls the MAs installed on the physical hosts. For each managed service, there is one service VMS
and an associated MM controlling the MAs installed in the VMs.
The MM is provided as a software bundle similar to the MA, and consists of the manager and the
recording components. The recording component is similar to the recording component of the MA,
and uses RRD files and RRDtool (or equivalent) to record the measurements collected from the MAs.
The manager component implements all of the functionality of the MM.
We assume that the MM and the ACM or the ASM are installed on the same VM in order to keep the
overhead of transferring the monitoring data from the monitoring system to the PANACEA managers
low. With co-location, all communications between the MM and the ACM or ASM occur locally,
without loading any of the network links. We assume that the MM is started before any of the MAs are
started; this can be accomplished by setting up priority-based service deployment rules that ensure that
the MM is started before the MAs. This is necessary since the MAs need an existing MM in order to
be able to register on start-up. The new self-awareness and self-configuration functions, which were
developed within PANACEA, of the OpenNebula cloud management software are particularly
relevant in the set-up and deployment stage of the monitoring system, and they will be used in the
integration steps. The address of the MM is provided to the MAs in a configuration file, or
alternatively, the MM accepts registration messages from a pre-defined multicast address. The MM
keeps track of the registered MAs, and starts the overlay construction process if necessary, as
discussed in Section 4.
Once started, the MM waits for monitoring requests from the PANACEA managers, which
communicate with the MM via the provided API. This API provides methods to add, remove and
configure probes, and to receive monitoring data via pull-based and push-based methods. In addition,
for co-located managers, the MM notifies the registered managers when the RRD files are updated so
the managers can read the data directly from the RRD.
The main innovation of PMon is the intelligent collection of monitoring data from the MAs by the
MM, which is discussed next.

3.1

Collection of monitoring data

The MM employs machine learning methods based on random neural networks (RNN) [3-7] in order
to adaptively prioritize which nodes to monitor. PMon uses four types of reports in order to request or
carry monitoring data:
•

Smart reports (SRs) for adaptive collection of monitoring data,

•

Dumb reports (DRs) for collection of node-specific data,

•

Report acknowledgements (RAs) for carrying the monitoring data back to the MM, and

•

Reverse dumb reports (RDRs) for MA-generated notifications.

Smart reports (SRs) are the main mechanism by which the MM collects monitoring data from the
MAs. The MM periodically sends a SR to a destination MA, which is selected based on the decisions
of the RNN representing the state of the MAs, and therefore of the cloud. The MM has an RNN for
each monitored metric, i.e., for each type of running probe. For example, if the MM is monitoring
memory, CPU usage and the networking metrics, then there would be three RNNs in the MM. Each
RNN has an output neuron representing an MA that is registered to the MM. The neurons are

© PANACEA Consortium 2013

Page 20 of 29

D2.2: Design of a Pervasive Monitor

connected to each other and send positive (excitatory) and negative (inhibitory) signals when they are
excited, in addition to receiving external signals (see Figure 8). The output potential qi of the ith
neuron represents the probability that it is excited, and satisfies the system of non-linear equations
given in Figure 9. We train the RNN using the rate of change of the monitored metric at the resources
so that MAs that observe a higher rate of change are adaptively prioritized. The normalized weights of
the neurons are used to decide where to send each outgoing SR by the MM. We propose the following
methods for the selection of the MA to send each SR:
•

Most excited: In this method, the SRs are sent to the most excited neuron of the RNN, but the
rate of SRs outgoing to any MA is also limited so that if an MA has been sufficiently probed
recently, then the SRs are sent to the next most excited neuron, and so on.

•

Probabilistic: The SRs are sent probabilistically based on the weights of the neurons so that
more excited neurons have a higher probability of being probed.

•

Sensible: In sensible monitoring, which is an adaptation of the sensible network routing and
decision methods [2], the MM does not use the RNN but keeps a history of the collected
measurements, e.g., a weighted moving point average, and uses this history in order to
probabilistically decide to which MA to send each SR.

By adaptively prioritizing monitoring of nodes that exhibit more change in the monitored metrics,
PMon will balance monitoring overhead and accuracy since probes (SRs) will not be wasted for the
monitoring of nodes that do not exhibit much change. We have simulated the selection of MAs for
SRs with the most excited neuron method using the RNN, and our results are shown in Figure 10,
Figure 11, and Figure 12. Figure 10 shows the case where none of the ten MAs show a rate of change
in the monitored metric, and the weights of the neurons in the RNN are very similar, indicating that
the RNN does not prefer one MA over the other. In Figure 11, MA #3 shows a higher rate of change
than the others, and we can see that the RNN has learned to prefer that MA since the weight of the
corresponding neuron is higher than those of other neurons. Figure 12 looks at the case where more
than one MA shows high rate of change, which are MAs #3 and #6 in this scenario. Correspondingly,
the weights of their respective neurons are higher than others. These results show that the RNN can
support the type of innovative monitoring that we propose in PMon. However, the results in Figure 12
also indicate that more work is needed regarding the sensitivity of the RNN. We are currently
improving the RNN-based monitoring and the related MA selection methods, and we will evaluate
them in terms of their monitoring overhead, rate of convergence, accuracy, stability and sensitivity.
The way that data collection with smart reports works is as follows: the MM periodically sends out a
SR for each RNN, i.e., metric, which is sent to an MA as chosen by the MM. When the MA receives
the SR, it reads the requested data from its local database and sends back a report acknowledgement
(RA) message containing the data. The received RA is used by the MM to train the RNN. SRs are the
most relevant report type within the context of PANACEA, and they will be used for most of the data
collection activities. However, in order to support other types of monitoring, we also provide other
report types as described below.
In addition to SRs, PMon uses dumb reports (DRs) to collect data from specific MAs. DRs are not
routed using the decisions of the RNN, but instead are routed directly to their destination MA,
resulting in the generation of an RA by the MA. DRs therefore enable directed monitoring activities.
Reverse dumb reports (RDRs) are different than SRs and DRs since they are not generated by the MM
but by the MA, and they are used for notifications, i.e., alarms. The MM commands the MA to send an
RDR if a monitored metric exceeds a given threshold or if a certain action is observed, and when that
condition is met, the MA sends an RDR to the MM specifying the condition and also carrying the
related monitoring data.
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Figure 8: Two neurons in the random neural network. The neurons are connected to each other and send positive
and negative spikes when they are excited. They may also receive external signals. The spiking of a neuron
decreases its potential, whereas received positive and negative signals increase and decrease its potential,
respectively. The potential of the neuron represents the probability that it is excited.

Figure 9: System of non-linear equations that describe the random neural network.
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Figure 10: Selection of MAs using the most excited neuron method in the RNN: no variation case. The
normalized weights of the neurons corresponding to the ten MAs are very similar, indicating that the RNN does
not prefer one over others since none of them exhibit a high rate of change in the monitored metric.

Figure 11: Selection of MAs using the most excited neuron method in the RNN: single varying MA case. The
weight of the neuron corresponding to the MA showing a high rate of change in the monitored metric (MA #3) is
significantly higher than the others, indicating that the RNN has been trained to recognize and prefer that MA for
the sending of SRs.
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Figure 12: Selection of MAs using the most excited neuron method in the RNN: multiple varying MAs case. In
this scenario, two MAs show a high rate of change (MAs #3 and #6), and the weights of the corresponding
neurons are higher, showing that the RNN has been trained to recognize MAs that exhibit a higher rate of change
than the others.

3.2

Fault tolerance of the monitoring system

Most of the fault tolerance of the pervasive monitoring system is provided by the MM. The MM
detects failures of MAs based on the replies it expects to receive to its data requests. The MM
monitors the expected replies (RAs) to its SRs and DRs, and if it does not receive an RA for a certain
number of requests, then it assumes that MA has failed. In this case, the MM takes relevant actions to
address the situation, such as removing the MA from the RNN. The MM cannot by itself re-instantiate
a failed MA or a failed node, but it informs the ACM of the failure, and remedying the situation, for
example by restarting the VM, is left to the cloud manager.
Note that if an MA with a low monitoring priority fails, then the MM may not be able to detect its
failure quickly since the MA will be receiving SRs infrequently. The monitoring of running VMs for
failures is primarily handled by the monitoring system of OpenNebula, which provides the effector
mechanisms used by the ACM and the ASM to enact their management decisions on the cloud. If
quick detection of failed VMs is desired through PMon, then the MM needs to be instructed by the
ACM or the ASM to perform that type of monitoring, which would use DRs in addition to SRs in
order to ensure that low priority MAs do not go unmonitored beyond the requested time.
In order to provide fault tolerance against the failure of the MM, we propose that a separate spare MM
is created, which is dormant except for monitoring the condition of the primary MM. If the secondary
MM detects that the primary MM has failed, then it can inform the MAs and the PANACEA managers
that it is replacing the old MM. Any further action to recover the failed MM is left for the cloud
manager. In order to improve fault tolerance, the secondary MM needs to be located on a different VM
and a different host than the primary MM, which can be accomplished through service deployment
rules supported by OpenNebula when the VMS is deployed.

© PANACEA Consortium 2013

Page 24 of 29

D2.2: Design of a Pervasive Monitor

4 MONITORING OVERLAYS
Scalability is an important requirement of the pervasive monitoring system since it needs to be able to
monitor a large number of nodes and many metrics concurrently. This requirement is partially met by
designing a lightweight monitoring agent so that local overhead of the MA is low, in terms of CPU
use, memory footprint and disk space used for storing the monitoring data, which in turn allows the
MA to locally monitor many concurrent metrics without impacting system performance. The
intelligent collection of monitoring data from the MAs also helps scalability by lowering monitoring
overhead, i.e., the volume of data exchanged over the network, while still providing an accurate
representation of the cloud.
In addition to these methods, we propose the use of intra-cloud monitoring overlays in the form of
trees in order to be able to support a large number of MAs. These overlays allow the distribution of
monitoring decisions over the MAs rather than just the MM. In an overlay tree, the MM is the root
node, and the MAs are the intermediate and leaf nodes (see Figure 2). The tree height is limited to
three in order to keep the delay in data collection low. Each intra-cloud monitoring overlay constitutes
a virtual monitoring system (VMS). The physical infrastructure is monitored by the physical VMS,
whereas each managed service is monitored by a service VMS. The overlay is constructed and
maintained by the MM of the VMS.
Depending on the number of the MAs it manages, the MM decides to change the topology of the
overlay. The initial topology is a tree of height one, where the MM is the parent of all the MAs (see
Figure 13). Under this structure, the VMS operates as discussed in the previous sections. If the number
of MAs exceeds a certain number, then the MM decides to form a multi-level tree, i.e., a tree with
height more than one. Our initial results indicate that when there are more than 100 MAs, a multi-level
tree is useful. In this case, the MM creates a simple spanning tree where it limits the tree height to two
or three, depending on the number of MAs. Based on the result of the tree construction algorithm, the
MM informs the MAs individually of their parents and children, and then the MAs communicate with
each other in order to form the tree. The maintenance of the tree is achieved in a similar manner, by
the MM informing the MAs that need to change positions within the tree, and the MAs acting upon the
received information. In this case, the tree would only need to be maintained if new MAs are added, or
if an MA fails.

Figure 13: A monitoring overlay tree with a height of one, i.e., a single-level tree. In this case, the MM is at the
root and it is the parent of all MAs, which are the leaf nodes.

An alternative to the above tree construction method is to use a minimum spanning tree (MST)
algorithm [8], where the end-to-end delay of communications between the MM and the MAs are used
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as the edge costs. In order to maintain the tree, the MM runs the MST algorithm periodically, but by
using a high period, such as 5 minutes. However, if any significant changes are detected before, such
as the failure of an MA, then the MM re-constructs the tree immediately. The advantage of the MST
approach is that since it constructs a minimum cost tree using the communication delays, it achieves
low-delay data collection. However, its major problem is that the delays between all MAs need to be
continuously monitored to construct and maintain the tree, which incurs a high monitoring overhead.
We will therefore adopt the first method initially, and will consider evaluation of the MST approach as
future work.
With a multi-level tree, the intermediate MAs participate in the data collection more directly. In the
routing of the SRs, the MM selects one of its children as the MA to send the SR to, and if the receiving
MA is not a leaf node, then it performs the same operation with its children, and so on, until the SR
reaches a leaf node. The leaf node then puts the requested monitoring data into an RA, and sends it on
the reverse path that was followed by the SR. Each MA on the reverse path inserts their monitoring
data to the RA, which eventually reaches the MM. In order to be able to participate in the routing of
SRs in this manner, the MAs also need to implement the RNN-based methods for monitoring, and use
the RAs in order to update their RNNs. This distributed mode of PMon improves its scalability since
the monitoring related decisions, e.g., the routing of the SRs, are taken by each hop along the path
traversed by the SR. Note that DRs and RDRs are not affected by the overlay since they are sent
directly to an MA and to the MM, respectively. The only difference between a single-level tree and a
multi-level one for DRs and RDRs is that in the multi-level case, the reports follow multiple hops
along the tree, but they are still not subject to RNN-based routing.
The quick detection of the failure of intermediate MAs is important since when such an MA fails, the
sub-tree rooted at the failed MA becomes unreachable. However, since SRs are routed through the tree
all the way down to a leaf node, the more important intermediate nodes would have more frequent SR
traffic, meaning their failure would be detected quickly by the MM. PMon can tolerate the later
detection of less important intermediate nodes since they are not used as frequently.
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5 INTER-CLOUD MONITORING
Until this point, we focused our discussion on the monitoring of a single cloud, i.e., intra-cloud
monitoring. In order to support the monitoring of multiple clouds, i.e., inter-cloud monitoring, we
propose the use of the same monitoring overlay approach that was presented in the previous section,
but with some modifications. Inter-cloud monitoring needs to support monitoring of the physical
infrastructure of multiple clouds, and also of managed services deployed across multiple clouds.
Adopting an approach similar to intra-cloud monitoring, there is a single inter-cloud monitoring
system (ICMS) used for monitoring the physical infrastructure, and a service ICMS per managed
multi-cloud service. The ICMS corresponds to the VMS in intra-cloud monitoring.
The physical ICMS consists of the inter-cloud MM as the root node of the overlay tree, and the intracloud MMs, i.e., the roots of the physical VMSs of the monitored clouds, as the leaf nodes. The
overlay tree has a height of one in this case. Similarly, a service ICMS consists of the inter-cloud
service MM and the roots of the service VMSs of the monitored service in the different clouds. The
inter-cloud MM is essentially a normal MM, but residing at a higher level and therefore having access
to data from multiple clouds. In inter-cloud monitoring, the intra-cloud MMs act as MAs, providing
replies to data requests, e.g., SRs and DRs, from the inter-cloud MM. Since UDP-based
communications is preferred for SRs in order to keep networking overhead low, SRs and their replies
may be lost, especially in inter-cloud monitoring where communications occur over the Internet. Since
SRs are sent frequently, the occasional loss of an SR is tolerated well by PMon. However, DRs and
RDRs are less frequent than SRs, and as such, it may be better to send them over a more reliable
connection such as TCP or reliable UDP [12]. We are going to implement reliable UDP in order to
offer more reliable inter-cloud communications for DRs and RDRs.
The physical ICMS also supports the monitoring of the communications between the different clouds.
For this purpose, the inter-cloud MM instructs the intra-cloud MMs to start and stop network probes
among themselves, the measurements of which are stored locally by the intra-cloud MMs and are
collected by the inter-cloud MM through the data collection mechanisms supported by PMon, i.e.,
SRs, DRs and RDRs. The monitored network metrics are latency, loss rate, and available bandwidth.
The latency and loss rate are self-explanatory, while we define available bandwidth as the spare
capacity of the end-to-end Internet path between two cloud nodes during a time period. Available
bandwidth is measured using the trains of packet pairs (TOPP) method, which is described in [13].
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6 SUMMARY AND FUTURE WORK
In this document, we presented the agent-based design of the pervasive monitoring system (PMon) of
the PANACEA cloud and service management solution, following the principles and requirements
identified in D2.1. The main purpose of PMon is to support proactive and autonomic management of
cloud resources by providing fine-grained monitoring data in a timely manner without excessive
overhead. In order to achieve this, PMon uses machine learning methods based on random neural
networks in order to adaptively prioritize which resources to monitor. This innovation aims to provide
a balance between monitoring overhead and accuracy.
PMon satisfies the pervasiveness requirement using an agent-based design, where monitoring agents
are installed on the physical hosts and virtual machines so they have access to the relevant resources.
Inter-cloud communications are monitored using an end-to-end approach, which allows PMon to be
agnostic about the underlying Internet topology between the clouds. Appropriate start-up and
shutdown actions are defined and implemented for the monitoring agent so the monitoring system is
informed of new nodes, migrating VMs, and nodes that are shutting down, providing elasticity. PMon
aims to satisfy accuracy and scalability through its intelligent monitoring approach using random
neural networks. Scalability is further addressed by the use of monitoring overlay trees. Using lowoverhead communications mostly based on UDP, and keeping the overlay tree height low are two
methods to improve timely delivery of the system. Timely delivery is further addressed by the
lightweight design of the monitoring agent, which decreases the local overhead of responding to data
requests. The performance requirements of accuracy, timely delivery and scalability of PMon will be
evaluated in later stages of the development lifecycle, where we will compare standard monitoring
methods with PMon in order to show the improvement that can be offered by our proposed system.
The roadmap for the development of PMon is as follows. We have already finished an alpha
implementation of PMon, which provides the basic functions of the MA and the MM. We will build
upon this alpha implementation and focus on developing the RNN-based intelligent monitoring
functions of PMon, resulting in an operational intra-cloud monitoring system by the end of M20 of the
project (May 2015). This pre-beta version will be followed by a third-stage implementation that adds
the inter-cloud monitoring functions to PMon, expected by the end of M24 (Sep. 2015). The
development of the monitoring system will continue based on experience gained during the integration
phase of the project.
The pervasive monitoring system is vital to the operations of the PANACEA cloud management
solution, and the interaction between PMon and other components will be demonstrated via the
selected use cases for PANACEA as follows. PMon will provide the monitoring data used by the
machine learning framework in use case 1 in order to monitor the web service and to detect when the
service will fail or when a response time limit will be reached. PMon will also provide monitoring data
to the online QoS-driven task allocation system, which will be employed in use case 1 to dispatch web
requests to the best web servers within the service. The integration of PMon and the PANACEA cloud
and service managers will continue in use case 2. We are at the moment working on assessing the
feasibility of whether PMon can be used to replace or complement the monitoring functions performed
by the ResourceManager and the NodeManagers in Apache Hadoop v2, which is an integral
component of the services running in use case 2. If this is not possible, PMon will provide the
monitoring data directly to the service manager of use case 2. We expect initial integration using use
case 1 to be completed by the end of M20 (May 2015), and preliminary integration in use case 2 by
the end of M24 (September 2015).
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